YOK 004.4422

CPABHEHUE 3®®EKTUBHOCTU TEXHONOIMIN OpenMP,
nVidia CUDA U StarPU HA NMPUMEPE 3A0A4YA

YMHOXEHUA MATPUL
K.M. XaHKuH

EFFICIENCY COMPARISON OF OpenMP, nVidia CUDA
AND StarPU TECHNOLOGIES BY THE EXAMPLE

OF MATRIX MULTIPLICATION
K.M. Khankin

Ilpuseneno onucanue texnojoruit OpenMP, nVidia CUDA u StarPU, BapuanTs! pernie-
HUS 321241 YMHOKEHUS ABYX MATPHUI ¢ 32/1efiCTBOBAHHEM KaXK10il U3 TEXHOJIOTHIl U pe3yJib-
TAThl CPABHEHHUs PeajIn3anuii 1o TPeGOBATEILHOCTH K pecypcam.

Knroueswie cnosa: mexnonocuu OpenMP, CUDA, StarPU; suepeocbepesicenue.

In the article the description of OpenMP, nVidia CUDA and StarPU technologies, pro-
bable solutions of two matrix multiplication problem applying these technologies and the re-
sult of solution comparison by the criterion of resource consumption are considered.

Keywords: OpenMP, CUDA, StarPU technologies; energy saving.

Beenenne

B nokmame Ha 64-ii HaydHOU KOH(EpeHIUU
«Hayka FOVYpI'Y», kotopas cocrosanace B ampene 2011
roga, ObIIO 0OpamieHO BHHUMaHHE HA TEXHOJOTUH
OpenMP, nVidia CUDA u cucremy nucrerdyepusanny
StarPU, mozBonsitomue aBTOMaTU3UPOBaTh paclpeje-
JICHHE 33Ja4 MEXAY y3JIaMH BBIYHCINTEIBHONW CHCTE-
MBI ¥ TOTCHIHMATBHO 32 CYET 3TOTO CHU3UTH DHEPrO-
morpebienne. Tak Kak 3TH TPU TEXHOIOTUH HCIONb-
3YIOT pa3iIW4HBIC TOAXOMBI K PEIICHHIO 3aa4d pac-
MpeaeNCHUs BBIYUCICHUNA, WMEET CMBICI CpPaBHHTB,
HACcKOJIBKO 3 EeKTHBHA, YHUBEpCaldbHA M TMPOCTa B
HCTIONB30BAaHUH KaXK1as U3 HUX.

Texnomorust OpenMP

OpenMP (Open Multiprocessing) — 3to mpu-
KIagHOW wmHTepdeiic mnporpammupoBanus (API),
NIpeIHa3HAYCHHBIA ISl TapauIeJIbHOTO IMPOTPAMMHU-
pOBaHMs ¢ IPUMEHEHHEM paseinsieMoit mamsaTu. [loxa-
JepKUBAIOTCS A3BIKK TporpammupoBanns C, C++ u
Fortran, omepamnmonnsie cucrembl  Solaris, AIX,
HP-UX, Linux, Max OS X, Windows. Pa3pabotka
OpenMP Benércs ¢ yuactmeM KpymHeIX WT-komma-
HuH, Takux kak AMD, Intel, IBM, Cray u np. Ha
MOMEHT HAIMCaHUsI CTaTbU TOCICIHSISI BEPCHUS CTaH-
napra— 3.1 [1]

OpenMP npexcrasisier coboit HabOp AMPEKTHUB
JUISL KOMITWIIITOpA, OMOIMOTEYHBIX BBI3OBOB M IIEpe-
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MEHHBIX OKPY)KCHHS, COOTBETCTBEHHO I MCIOJIB30-
BaHusi OpenMP HyXeH KOMIUISTOp, YMEIOMMUNA y4H-
ThIBaTh aupektuBel OpenMP. Pabora mo 3aneiictBo-
BaHMIO MapauleIn3Ma BO3jlaraeTcs Ha IpOrpaMMHCTa,
KOTOPBIH JIOJDKEH YKa3bIBaTh CPEAE BPEMEHH HCIOJ-
HEHUS ¥ KOMITWJIATOPY, YTO OHHM JIOJDKHBI JICJIATh.
OpenMP He 3annMaercsi oOHapyKeHHEM KOH(INKTOB
JTAaHHBIX, TTONCKOM COCTOSIHUH COCTs3aHuS U T. A. Ta-
knM o0Opazom, OpenMP 1mo3BoIsSeT cO3MaBaTh EPEHO-
CHUMBIC MPOTPAMMBI, B KOTOPBIX 32 KOPPEKTHOCTH TIa-
paIeTbHOTO aJITOPUTMA OTBEYACT MPOTPAMMUCT.

OpenMP ucnonezyer monens fork-join. API mo-
MyCKaeT HaIHMCaHUE IPOTpaMM, KOTOpbIE KOPPEKTHO
paboTaroT, NCTIONHSSACH U MApaJUICIBHO, U MOCIeI0Ba-
TenbHO. Ecnn 3amparmmBaercs mocneoBarebHOE Mc-
MOJIHEHHE TporpamMMel, 6ubianorexka OpenMP monme-
HSIET peajbHble (PYHKIMN 3arTyIIKaMy, TO €CTh TAKThI
Ha paboty OpenMP Bcé xe Tparsres.

Jnst co3naHust HOBOTO IMOTOKAa HEOOXOAMMO yKa-
3aTh AUPEeKTHBY parallel. Dta gupexTmBa MpPUBOIUT K
co3maHnio Habopa (team) W3 TMOTOKA, KOTOPBIA oOpa-
60TaJsT TUPEKTHURY, U JIFOOOTO KOIMIECTBA HOBBIX MOTO-
KOB (B TOM YHCJE ¥ HU OJHOTO), TIPH ATOM TOTOK, 00-
paboTaBIIMii AMPEKTHBY, CTAHOBUTCS IaBHBIM B Ha-
oope. BHyrpu Omoka parallel moryt pacmoiaratscs
HECKONIbKO 3anmanmid (task), kaxmoe 3amanme Oymer
MPUCBOCHO OT/EJIBHOMY IOTOKY. B KoHue Oioka
parallel HaxonWTCs HESBHBIH Oapbep, MO3BOJIIOLIHIA
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CpasHeHue aghgpekmusHocmu mexHoso2uii OpenMP, nVidia CUDA

u StarPU Ha npumepe 3adaqyu yMHOXeHUss Mampuy,

CHUHXPOHHM3HMPOBATh IOTOKH, padOTalolmnue Haja 3alia-
yamu. Best mporpamma cama 1o cebe yxe HaxoquTcst B
HEsIBHO 3a7aHHOM Oiioke parallel.

Takum o6pazom, OpenMP no3BossieT mporpam-
MHCTY yKa3bIBaTh OJIOKH, KOTOPbIE MOKHO pacmapai-
JICJUTh, W 3aJaHus, KOTOPbIC IOJDKHBI BBIIOIHSITHCS
napaiensHo. OpenMP He crocoOeH 3aneicTBOBATH
cpeactea GPGPU. B Oubnnoreky Takxe BXOIAT MpPH-
MHUTHBBI CHHXPOHH3ALUH, OTJIMYHbIE OT Oapbepa. Tak
KaK JJIsl MCIIOJIHEHHUS MCIIOJNIB3YETCsI MOJIEIb ITOTOKOB,
TO TIAMSITh SBJISETCS OOLICH VIS BCEX MOPOXKAEHHBIX
notokoB. OpenMP MoxxHO paccMaTpuBaTh Kak CTaH-
JIApTU30BAaHHOE CPEACTBO CO3JAHMSI IEPEHOCHUMBIX
napauleNbHBIX [POTpaMM, WCIOJHAEMbIX Ha IEH-
TpaJBHOM TMpolreccope (MM Hpoueccopax), MO3BO-
JISTFOINEe IPOTPAMMUCTY HE 3ayMBIBAaThCs 00 0COOCH-
HOCTSIX CPEJACTB MapajuIeIbHOTO MPOTPaMMHUPOBAHUS
Ha Kax10# mardopme.

Texunosorus nVidia CUDA

CUDA (Compute Unified Device Architecture) —
9TO IPOrpaMMHO-aIMapaTHas miardopMa st rnapa-
JETbHBIX BBIYMCICHNH, 3aJeHCTBYyIOLIas pPecypchl
rpaguyeckoro mnpoueccopa nVidia mis Herpaduue-
ckux Beraucienuii [2]. Pazpaborka CUDA Obuia Hava-
ta B 2006 roxy. IlogaepkuBaroTcsi sI3bIKM NpPOTpam-
mupoBanus C, C++ u Fortran, onepannoHHble cucTe-
Mbl Windows 7, Windows XP, Windows Vista, Linux,
Mac OS X. Bce nmoanepxruBaeMble Tpadudeckie mpo-
neccopbl nVidia pa30UThl Ha HECKOJIBKO KJIACCOB B
3aBHCHMOCTH OT aNMapaTHBIX CPEACTB M MOAICPKH-
BAaCMBIX OTICpalui, TOAICPKUBACTCS OOpaTHas Co-
BMecTMOCTh. CUDA mocTynHa Kak Ha OBITOBBIX BH-
Jieoasanrtepax, Tak U B BUJAE CICIHAIN3UPOBAHHBIX
comnpoueccopoB Tesla n Fermi. CUDA wucnons3yercs
Y TIPU HOCTPOCHUH KJIACTEPOB, HAIIPHUMEDP, B KJlacTepe
Tianhe-1A, 9To mMO3BOMIIIO eMy TOmacTe Ha 1 MecTo
36 penakuuu cnucka Top500 u ocraBaThest Ha 2 MecTe
B 37 u 38 pemaknusx npu sHEepronorpednenun 4 MBT
[3], Torma kak kmactep, OMEepPEeIUBINUI €ro, OTPeOIs-
et okono 12,5 MBT u nmeet moutn B 4 pa3za Oombiie
BBIUYHCIUTENBHBIX sIep 00IIero Ha3Ha4eHus U B 7 pa3
6omnpme O3V mpu BRIMTPHINIEC B MPOU3BOAUTEIFHOCTH
BCETO MOYTH B 3 paza [4].

CUDA ucnons3yer Mmozenb SIMD, uto Hakiabl-
BacT OrPaHUYCHHS Ha aJTOPUTMBI, KOTOPHIE MOXKHO
3(h(heKkTHBHO HCHONHATH Ha Takoi mmardopme. Tak,
HarpuMep, IMpU BBIIIOJIHEHWH YCIOBHOTO OIlepaTopa
BO3HHKACT IpodiieMa ¢ 00pabOTKOW albTepHATUBHON
BETKH — MIPUXOANUTCSI BBITTOIHATH ONEPALlUH, PE3yIbTaT
KoTOpbIX Oyzet oroporien. Onnako CUDA mackupyet
3Ty Tipo0ieMy, IPOTPAMMHUCTY HE TPUXOAUTCS PELIaTh
eé camomy. M3-3a ocobennocreii mporneccopa CUDA
MOXET paboTaTh TOJBKO C OTPAHUYCHHBIM HAOOpPOM
JAaHHBIX — OJHOMEpHBIC, IBYMEpPHBIE U TPEXMEpPHBIC
OJI0KH ¢ JaHHBIMH OJJHOTO THIIA. KaXkpIii OJIOK MOXKET
00pabaThIBaThCsl HECKOJIBKUMH TTOTOKAMH, HCIIONb-
syromumu pasznensgeMmyro namat. CUDA mo3sonser
BBITIOJIHATD  BBIYMCIICHUS OJHOBPEMEHHO Ha IICH-
TpaJbHOM U TpaduIeckoM mpoueccopax 3a cuér

ACHHXPOHHOCTH BBI30Ba BBIYMCIUTEIBHOTO  sIIpa.
C Ttexnonorueit GPUDirect BO3MOXKHO OCYIIECTBIISITh
npsimoii octyn k mamsta (DMA) rpadudeckoro
rporeccopa.

C TOYKM 3peHHsi MPOrpaMMHCTa IMporpaMma c
ucnonbzoBanueM CUDA cocTouT U3 HECKOIbKUX (a3,
Ka)kJasi M3 KOTOPBIX BBIMOJHACTCS HAa LEHTPAIbHOM
win rpapuyueckoM mnporeccope. OyHKINHU, KOTOpPbIE
MOTYT OBbITh HCIIOJHEHbI Ha Tpa(uuecKoM Mporecco-
pe, TOMEeYaloTCsl CIEIMAIbHBIMU KIIFOYEBBIMU CJIOBa-
MU (paclmpeHHe s3bIKa) U Ha3bIBAIOTCS SApaMH. 3a-
JICHCTBOBAHHBIC CTPYKTYpPBI JAQHHBIX TakKe IoMmeda-
I0TCSI KITFOYEBBIMHU citoBaMHu. [Ipn KoMIuuisiimy criernu-
JIBHBIH ITpenpoueccop paszaernseT (asbl Ha IBE YacTH,
9TH YacTH KOMITWIIUPYIOTCS OTAENBHO, TO €CTh MOJIH-
(buKaluUsi KOMIMJISITOpA HMCXOAHOTO SI3bIKa TPOTrpam-
MHUpOBaHHSA HE TpebyeTcs. AIpecHbIe HMPOCTpaHCTBA
LEHTPAJIBHOTO U IpaUIeckoro MmpoieccopoB HE3aBH-
CHMBI JIPYT OT JIpyra, 4YTO BBI3BIBACT 33/ICPIKKY THpPHU
KOITMPOBAHHUHU JIAHHBIX MEXIy HUMHU. OmsTh e Hh3-3a
apXUTEKTYpbl rpaduueckoro mpoieccopa namsrh pas-
JIeTSIETCsl Ha HECKOJIBKO BUJIOB — PETUCTPHI (Ha Kaxk-
IBIHA TIOTOK), JIOKaJdbHAas (Ha KaXIbI TOTOK), pasie-
nsemast (Ha HaOOp IOTOKOB), ToOanbHas (Ha CETKY
JIAHHBIX), KOHCTaHTHAas (Ha CETKy JAHHBIX). PazHble
THUIIBI TaMSATH UMEIOT Pa3HYIO IPOU3BOANTEIBHOCTD 1
o0nacTh BHAMMOCTH, HEKOTOPBIE BHABI MaMATH HE
HMEIOT KAI1a, HEKOTOPBIE UMEIOT.

Taxum o6pazom, CUDA mo3Bonser nporpaMmmu-
CTYy YCKODSTBH BBIIIOJHEHHE YYaCTKOB KO/a, XOPOIIO
JOXKaIKXcs Ha Monenb ucnonHeHus SIMD, ¢ mpu-
BJICYCHUEM pPECYpCOB TIpadHuecKoro Imporeccopa.
He Ttpebyercs Momudukamus YyKe HCIIOIb3YEMBIX
CPEICTB Pa3pabOTKH, HY>KHO TOJBKO HACTPOUTH CBSI3b
C TpenpoIeccopoM U KoMmusaTopom ot nVidia. Hera-
TUBHBIMH CTOPOHAMH SIBJIIIOTCS HEOOXOIMMOCTH Ha-
T4us TpaUuecKoro npoieccopa UMeHHO oT nVidia
(4TO, BIOpPOYEM, MHCHPABISIETCS  HCIIOJIL30BAHHEM
0000ménHoi Ombnmmorekn OpenCL) u HeobOXomu-
MOCTh B KONHUPOBAaHHM JAHHBIX MEXIY aJApPECHBIMHU
MIPOCTPAHCTBAMH, & TAKIKE CIIOKHOCTb MOJICIH MaMs-
TH Ha rpaUuecKoM siIpe.

Cucrema qucnerdyepuszanuu StarPU

StarPU — cucrema, no3BoJsifoLasi po3pavyHo AJst
MIpOrpaMMHECTa 3aICHCTBOBATh CPEJCTBA ICHTPAIBLHO-
ro MpoIeccopa M APYTHX BBIYHCIHTEICH, MACKUPYs
HU3KOYPOBHEBBIC OMCpAINK (HATPUMEpP, MEPEChUTKA
MEXIy YCTPOHCTBAMH TMaMATH) ¥ aBTOMAaTHYCCKU
pacnpenenss 3aia4uu B rereporeHHoi cpene [S]. Iox-
nepxxuBatorcst s3piku C, C++, SMP-nipornieccopsr ap-
xuTekTyp x86, PowerPC u np., rpadpudeckue mporec-
copel nVidia, yctpotictBa, coBmectumbie ¢ OpenCL,
nporeccopsl  Cell, omepanmonnbie cucTembl Linux,
Windows, Mac OS X. Ha MOMEHT HaIlMCaHUs CTaThbH
nocnenneit Bepcueit spisiercst 1.0.1 ot mast 2012 ropa.

StarPU siBnsiercst OMOMMOTEKOH BPEMEHU HCIION-
HeHus. OOpamieHne K 3TOoW OMOIHOTEKEe BO3MOXKHO
m6o depe3 API, mmbo ¢ MOMOIIBIO IWPEKTHB LIS
KOMITIIATOpa. Ha MOMEHT HammcaHWsl CTaThU TOA-
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JIep’KKa KOMITWIISITOPHBIX JUPEKTHB ObLIa peaan3oBa-
Ha Toseko Juisi GCC B Bune pacmupenus (plugin) u
nuMesa HKCIEPUMEHTANIbHBIA CTaTyc, MOATOMY B DKC-
nepumente ucnonsdyerca APL. StarPU peanusyer
[IPOTrPaMMHYIO MOJIENb, OPUCHTHPOBAHHYIO Ha 3a/1a4uu:
[IPOTrPaMMHUCT TPOU3BOIUT JEKOMIIO3UIIMIO AJIrOPUTMa
Ha OTJENbHbIC y4acTKH, Ha3bIBaeMbIC 3aJa4aMu, pea-
JIM3YET MX CPEICTBaMH IEHTPAIBLHOTO WM rpadudie-
cKoro mporeccopa, a StarPU BeIOTHSET AMCTIETYEpU-
3aIMI0 THX 3a/1a4, CAMOCTOSITEIEHO BBITIOJIHSSL HEO0-
XOJMMBIC TMEPECHUIKH MEXKIY YCTPOWCTBAMH IAMSITH.
B StarPU peanu3oBaHO HECKONBKO aArOPUTMOB JHC-
MeTYEPU3aALUH, 10 YMOJIYAHHIO HCIONB3YeTCsS JKaj-
HBI TNIPUOPHUTETHBIH JuUcrieTyep (eager), ecTb BO3-
MOXKHOCTb pealM3allii COOCTBEHHBIX AUCIIETYEPOB.

C TOYKH 3peHHs NPOrpaMMHUCTa MpOrpamma co-
CTOMT M3 TaK Ha3bIBaeMbIX KojiieToB (codelet) — BbI-
YHUCIIUTEIbHBIX YYaCTKOB KO/Ia, KOTOPbIE MOT'YT OBITh
HCIIOJIHEHBl Ha LIEHTPAJIbHOM, IrpadUuecKoM IMporec-
cope WM IpyroM corporieccope. 3amauei (task) siBiis-
eTcsl IpUBsI3KAa KojJjieTa K HabopaM JaHHbIX, CIICIH-
(buuecKux Ul apXUTEKTYpBI, JJIsi KOTOPOW peann3o-
BaH KO/UICT. 3alycK HOBOH 3a/Jaudl BBIIIOJIHICTCS
ACHHXPOHHO, MOXKET OBITh ompenencHa (QyHKIUS OT-
kimuka (callback). Takxke 3amaua MOXET COAEpKaTh
yKa3aHWs ITUIAHUPOBIIMKY. 3aBUCHMOCTH 3aJad aBTO-
MaTHYECKH HACJIEYIOTCSI OT 3aBUCHMOCTEH JaHHBIX,
OJIHAKO IPOTPAMMHCT MOXKET ONPENEIUTh 3aBUCUMO-
CTH 3aj1a4 Bpy4Hy0. [lepechuikn JaHHBIX MEXKIY yCT-
pOMCTBAaMM MaMSTH BBITOJIHSIOTCS 10 TpeOOBaHUIO, a
HE [IPeIBAPUTEIBHO.

Takum oOpaszom, StarPU mo3BosisieT co3maBath
MIPOTPaMMBbI, aBTOMAaTHYECKH pacIpe/ielsieMble MEXKIY
JOCTYIHBIMHU HUCTIONHUTENSIMH. OHAKO JUIS TOCTHKE-
HUS MakcHMaJbHOHW 3((dekTuBHOCTH Tpedyercs pea-
JIM30BBIBATH 3aJla4M JJIsl BCEX JOCTYITHBIX apXUTEKTYP.

IKCNEePUMEHT

Bynem pemarp 3amady yMHOKEHHUS ABYX KBaj-
patHbIX MaTpwil pazmepoMm 1024x1024 neiicTBUTEND-
HbIX uncen tuma float (pasmep MaTpuilbl BBIOpaH ¢
[IeJIbI0 KPaTHOCTH 2, THIT JaHHBIX BBIODAH B CBSI3U C
orpanmueHusimu umetomierocss GPU). Pemare Oymem
«B 100», 6€3 onTuMM3aIHil. byaem oTcieXuBarh Bpe-
M1 BEITIOJTHCHHSI, UCTIOJIB30BaHHEBIC PECyPCHI (3arpy3ka
MpoIeCCcopa, KOMMICCTBO 3aTrPYKEHHBIX IIPOLIECCOPOB,
00bEM TTOTPEONEHHOM TAMSTH) B YHEPTONIOTPEOIICHNUE,
a TaKkKe CyOBEKTHBHO OIICHUM TpyHO3aTparhl Ha pea-
JMU3AIM0. 3aTpaueHHOE BpeMs, 3arpys3ka Ipoleccopa
1 00bEM TTOTPEONEHHON TAMATH YYUTHIBAOTCS YTHIIH-
Toii GNU time, MOIIHOCTh MOACYMTHIBAETCSI BATTMET-
pom tipousBozacTBa HITU «Y4eOHas TeXHUKA U TEXHO-
norunm» FOYpI'Y ¢ Beixomom USB. OamHAaKoBOCTH
HCXOJHBIX JIaHHBIX OOECIEUYMBAETCS OJUHAKOBOCTHIO
HavanmpHOTO 3epHa I'TICY. Bpems reHepamuu mcxo-
HBIX TAHHBIX YYUTHIBACTCS, HO HE BIMSACT HA COOTHO-
IICHUE PE3YJbTaTOB, TaK KaK TCHEpalus HCXOIHBIX
JAHHBIX BCETHA BBIMONHACTCS HA IICHTPAJIBHOM IIPO-
meccope 70 Havaja paOOThl BEIYHCIHTEIBHBIX OJIOKOB
MIPOTPaMM.

V3amepeHunsi npoBOJMIIMCH Ha ABYX IUTaropMax.
[TapameTpsI IepBO# TTATPOPMET:

e iporieccop AMD Athlon 64 X2 Dual Core
4400+ 2.30 I'T'x (2 sampa);

¢ 2 I'b oneparuBHOi mamstTu DDR2 677 MIn,
muHa O3Y 128 our;

e Buyieokapra nVidia GeForce 8600 GT, CUDA
Compute 1.1;

¢ OC CentOS 6.2 x86 64, linux 2.6.32-
220.17.1.el6, GCC/libgomp 4.4.6 20110731, StarPU
1.0.1, CUDA Toolkit 4.2 V0.2.1221;

e MOLIHOCTH B ipoctoe 75 BT.

e [TapameTpbl Bropoit miarhopmsI:

o Intel Atom 330  1.60[Tu (2 sopa), Hy-
per-Threading BkiTtOUCH;

¢ 2 I'b oneparuBHOi mamsatTu DDR2 667 MIn,
muaa O3Y 64 owur;

e Buyieokapra nVidia ION (GeForce 9400M),
CUDA Compute 1.1;

¢ OC CentOS 6.2 x86 64, linux 2.6.32-
220.17.1.el6, GCC/libgomp 4.4.6 20110731, StarPU
1.0.1, CUDA Toolkit 4.2 V0.2.1221;

e MOULIHOCTH B ipoctoe 35 BT.

Kaxnas nmporpamma 3amyckanack no 10 pas, B
KauecTBe pesyibTara Opasioch cpenHee apupmernye-
CKOC IOJYYCHHBIX JAHHBIX. MeXIy 3aryckaMH O4H-
mancs ko O3V u 3amyckanachk TeHepanus Ciaydai-
HBIX 9HucelN A cOpoca kdma npoueccopa. Kommus-
st CUDA-kona npousBoaniack st matgopmer 1.1.
[Tpu ucnons3oBanun CUDA mosyueHHbIE TOKa3aTeTn
HHEPTONOTPEOICHUS MOTYT HE COOTBETCTBOBATH ICH-
CTBUTEIBHOCTH, TaK KaKk BaTTMETP MOXKET BBIJABATH
pe3yabTaT TOJIBKO pa3 B CekyHAy. llpu m3MepeHun
pe3yabraroB ais StarPU npousBoauiiock aBa 3arrycka:
B OJIHOM 3arnpeluainoch ucnoiszoBanue CUDA, B apy-
roM paspemaioch. llepex 3amyckoM Iporpammbl ¢
ucronb3oBanneM StarPU mpoBoawmiicst mpoOHbIA 3a-
nmyck (He yuuTtbiBajcs), utoosl StarPU coznan monens
MIPOU3BOAUTEIBHOCTH JUIL KaXXIOTO BBIYMCIHTEIS.
(Cwm. muctunr 1-6).

ChIpble pe3yabTaThl SKCIIEPIMEHTA U CPEICTBA 00-
paboTKu AOCTYIHBI 10 aapecy http://hc.comp.susu.ac.ru/
omp cuda_starpu/. OOpaboTaHHbIC PE3yIbTAThI CBEIC-
HBI B TaOJIHITY.

Kparko cpaBHUM BapHaHThl pealn3alyu 10 Tpy-
Jlo3aTparam:

e ipu ucnonb3oBanun OpenMP monudukannm
CBEJIMCh K JJOOABJICHHIO HECKOJIBKUX IHPEKTHUB KOM-
MUATOPY, BCE HEOOXOAMMBIC OMOIMOTCKH YXKE pac-
npocTpanstoTes ¢ komnuiasropom GCC;

e ipu ucnonb3zoBannu CUDA o6s3aTensHO Ha-
nuune rpaduueckoro mporeccopa ot nVidia He
crapme cepuu 8000, a Takxke TpeOyeTcs H3ydeHHE
pacIIMpEeHUH S3bIKa W YCTAHOBKH CPEICTB paspa-
0O0TKH;

e ipu ucniosk3oBaHuu StarPU HeoOxompmmo -
carTh OTAEJIbHBIC peaM3alUK ISl KKIOTO HCIOJb-
3yeMOro THIIA IpOIieccopa U HMMETh COOTBETCTBYIO-
IMe cpejcTBa pa3paboTKy, a Takke caMy OHOIHOTEKy
StarPU.
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CpasHeHue aghgpekmusHocmu mexHoso2uii OpenMP, nVidia CUDA

u StarPU Ha npumepe 3adaqyu yMHOXeHUss Mampuy,

JNuctuHr 1. PewieHue 3agavum B 0AUH NOTOK Ha LIEHTpasibHOM npoLueccope

#include <stdio.h>
#include <stdlib.h>

#define SIZE 1024
int main () {

float *a, *b, *c, x;
int i,3,xr;

a = (float *) malloc(SIZE*SIZE*sizeof (float)):;
b = (float *) malloc (SIZE*SIZE*sizeof (float));
c = (float *) malloc(SIZE*SIZE*sizeof (float));
for (i=0;i<SIZE*SIZE;i++) {

random () /random () ;
= random () /random() ;

i
[
[
[ 0;

0
]
]
]

Qo0 w

i
i
i

for (i=0;i<SIZE; i++)
for (r=0;r<SIZE;r++) {
x = 0;
for (3=0;3<SIZE;j++)

x += a[SIZE*i+j]*b[r+SIZE*j];

c[SIZE*i+r] = x;
}
printf ("[ %f, %f, ...\n", c[0], c[1]);
printf (" %f, %f, ... 1\n", c[SIZE], c[SIZE+1]);
free(a);
free (b);
free(c);

return 0;

}

NucTuHr 2. PelueHne 3aaa4v B HECKOMBLKO (MO YMCIy NPOLIECCOPHbLIX siAep) MOTOKOB Ha LieHTparbHOM npoLieccope

#include <stdio.h>
#include <stdlib.h>
#include <omp.h>

#define SIZE 1024
int main () {

float *a, *b, *c, x;
int i,3,r;

a = (float *) malloc(SIZE*SIZE*sizeof (float));
b = (float *) malloc (SIZE*SIZE*sizeof (float));
c = (float *) malloc(SIZE*SIZE*sizeof (float)):;
for (i=0;i<SIZE*SIZE;i++) {

ali] = random()/random() ;

b[i] = random()/random() ;

cli] = 0;

#pragma omp parallel shared(a,b,c) private(x,i,],r)

{
#pragma omp for schedule (static)
for (1i=0;i<SIZE;i++)
for (r=0;r<SIZE;r++) {
x = 0;
for (j=0;J<SIZE;j++)
X += a[SIZE*i+j]*b[r+SIZE*j];
c[SIZE*i+r] = x;

}
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printf ("[ %f, %f, ...\n", c[0], c[1]);

printf (" %f, %$f, ... ]J\n", c[SIZE], c[SIZE+1]);
free(a);

free(b);

free(c);

return 0;

NucTurr 3. PelueHne 3agayum B HECKOMbLKO (MO OA4HOMY Ha AYerKy Tabnuubl) NOTOKOB
TONLKO Ha rpacdyM4YecKom npoueccope

#include <stdio.h>
#include <stdlib.h>

#define SIZE 1024
#define BLOCK SIZE 16

~_global  void multiply(float *a, float *b, float *c) {
int elem x = blockIdx.x * BLOCK SIZE + threadIdx.x;
int elem y = blockIdx.y * BLOCK SIZE + threadIdx.y;
int 1 = 0;
float x = 0;

for (i=0; i<SIZE; i++) x += alelem y*SIZE + i] * blelem x + i*SIZE];

clelem y*SIZE + elem x] = x;

int main () {
float *a, *b, *c;
float *ca, *cb, *cc;

int i;
a = (float *) malloc(SIZE*SIZE*sizeof (float));
b = (float *) malloc (SIZE*SIZE*sizeof (float));
c = (float *) malloc(SIZE*SIZE*sizeof (float)):;
for (i=0;i<SIZE*SIZE;i++) {

al[i] = random()/random() ;

b[i] = random()/random() ;

cl[i] = 0;
}
cudaMalloc (&ca, SIZE*SIZE*sizeof (float));

(

cudaMemcpy (ca, a, SIZE*SIZE*sizeof (float), cudaMemcpyHostToDevice) ;
cudaMalloc (&cb, SIZE*SIZE*sizeof (float));

cudaMemcpy (cb, b, SIZE*SIZE*sizeof (float), cudaMemcpyHostToDevice) ;
cudaMalloc (&cc, SIZE*SIZE*sizeof (float));

dim3 threads (BLOCK_SIZE, BLOCK_SIZE);

dim3 grid(SIZE / threads.x, SIZE / threads.y);

multiply<<<grid, threads>>> (ca, cb, cc);

cudaMemcpy (c, cc, SIZE*SIZE*sizeof (float), cudaMemcpyDeviceToHost) ;

oo

printf ("[ %f,
£,

£, ...\n", c[0], c[1]);
printf (" % £,

% I\n", c[SIZE], c[SIZE+1]);
cudaFree (ca) ;
cudaFree (cb) ;
cudaFree (cc) ;

free(a);
free(b);

free(c);

return 0;
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CpasHeHue aghgpekmusHocmu mexHoso2uii OpenMP, nVidia CUDA
u StarPU Ha npumepe 3adaqyu yMHOXeHUss Mampuy,

JNucTtuHr 4. PeweHune 3agayum c npumeHeHmem StarPU

#include <stdio.h>
#include <stdlib.h>
#include <starpu.h>

#define SIZE 1024

extern void multiply cpu(void *buffers[], void *args);
extern void multiply cuda(void *buffers[], void *args);

struct starpu codelet cl = {
.where = STARPU_CPU | STARPU_CUDA,
.cpu_funcs = { multiply cpu, NULL },
.cuda_ funcs = { multiply cuda, NULL },
.nbuffers = 3,
.modes = { STARPU R, STARPU_ R, STARPU RW }
bi

int main() |
float *a, *b, *c;
int 1i;
a = (float *) malloc(SIZE*SIZE*sizeof (float));
b = (float *) malloc(SIZE*SIZE*sizeof (float));
c = (float *) malloc(SIZE*SIZE*sizeof (float));

for (i=0;i<SIZE*SIZE;i++) {

al[i] = random()/random() ;
b[i] = random()/random() ;
cli] = 0;

starpu init (NULL) ;

starpu data handle t a handle;
starpu vector data register(&a handle, 0, (uintptr t)a,
starpu data handle t b handle;
starpu vector data register (&b handle, 0, (uintptr t)b,
starpu data handle t c handle;
starpu vector data register(&c handle, 0, (uintptr t)c,

struct starpu task *task = starpu task create();

task->synchronous = 1;
task->cl = &cl;
task->handles[0] = a handle;
task->handles[1] = b handle;
task->handles[2] = c_handle;

starpu task submit (task);

starpu data unregister (a_handle);
starpu data unregister (b_handle);
starpu data unregister (c_handle);
starpu_shutdown () ;

printf ("[ %f, %f, ...\n", c[0], c[1l]);

printf ("™ %f, %f, ... 1\n", c[SIZE], c[SIZE+1]);
free(a);

free (b);

free(c);

return O;

SIZE*SIZE,
SIZE*SIZE,

SIZE*SIZE,

sizeof (float));

sizeof (float));

sizeof (float));
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*)
*)

*)

*)
*)

*)

NMucTtunr 5. PyHkuma, pewatowas 3agady Ha CPU ans kopgnerta StarPU u3s nuctuxra 4

#include <starpu.h>
#define SIZE 1024
int multiply cpu(void *buffers[], void *cl arg) {

int i,3,xr;

float x;

struct starpu vector interface *a handle = (struct starpu vector interface
buffers[0];

struct starpu vector interface *b handle = (struct starpu vector interface
buffers[1l];

struct starpu vector interface *c handle = (struct starpu vector interface

buffers([2];

float *a = (float*) STARPU VECTOR GET PTR(a handle);
float *b = (float*) STARPU VECTOR GET PTR(b handle);
float *c = (float*) STARPU VECTOR GET PTR(c handle);

for (1i=0;1<SIZE; i++)
for (r=0;r<SIZE;r++) {
x = 0;
for (3=0;3<SIZE;j++)
X += a[SIZE*i+j]*b[r+SIZE*j];
c[SIZE*i+r] = x;
}

return 0;

NMucTtunr 6. PyHkuma, pewatowas 3agady Ha GPU ansa koanerta StarPU u3 nucturra 4

#include <starpu.h>
#include <starpu cuda.h>

#define SIZE 1024
#define BLOCK SIZE 16

~_global  void multiply(float *a, float *b, float *c) {
int elem x = blockIdx.x * BLOCK SIZE + threadIdx.x;
int elem y = blockIdx.y * BLOCK SIZE + threadIdx.y;
int 1 = 0;
float x = 0;

for (i=0; i<SIZE; i++) x += alelem y*SIZE + i] * blelem x + i*SIZE];

clelem y*SIZE + elem x] = x;
}
extern "C" void multiply cuda(void *buffers[], void *args) {
struct starpu vector interface *a handle = (struct starpu vector interface
buffers[0];
struct starpu vector interface *b handle = (struct starpu vector interface
buffers[1];
struct starpu vector interface *c handle = (struct starpu vector interface

buffers([2];

float *ca = (float*) STARPU VECTOR GET PTR(a_handle);
float *cb = (float*) STARPU VECTOR GET PTR(b_handle);
float *cc = (float*) STARPU VECTOR GET PTR(c_handle);

dim3 threads (BLOCKisIZE, BLOCKisle);
dim3 grid(SIZE / threads.x, SIZE / threads.y);
multiply<<<grid,threads,O,starpu_cuda_get_local_stream()>>> (ca, cb, cc);

cudaStreamSynchronize(starpu_cuda_get_local_stream());
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CpasHeHue aghgpekmusHocmu mexHoso2uii OpenMP, nVidia CUDA

u StarPU Ha npumepe 3adaqyu yMHOXeHUss Mampuy,

Pesyn bTaTbl IKCMNEepUMEeHTOB

3andaTas . OHepromnot-

Peanuzanus Bpewms, ¢ 3arpyska o oneparuBHas Torpetaéunas pebnenue,

nporieccopa, % namsats, KB MOIIIHOCTH, BT (<Br-1) 10°
- CPU 34,08 99,00 51 083,20 3 858,08 1,072
Z | OpenMP 25,16 197,60 53 316,80 3 112,35 0,865
2. | CUDA 2,80 81,40 119 265,60 289,33 0,080
5 StarPU/CPU 35,38 193,80 135 208,00 5214,74 1,449
= | StarPU/CUDA 11,13 146,70 243 329,60 1310,20 0,364
< CPU 157,33 99,00 51 196,80 5449,58 1,514
Z | OpenMP 51,06 394,80 55 180,80 1 894,73 0,526
2. | CUDA 3,97 59,20 102891,2 189,56 0,053
E StarPU/CPU 155,76 196 121644,8 5225,45 1,452

= | StarPU/CUDA * * * * *

* [Ipu UCTIONHEHUH [IPOrpaMMBbI B BapuanTe ¢ ucnonbs3oBanueM StarPU u 3aneiictBoBannem CUDA Ha Bropoi miardop-
Me cpena StarPU s BeIMONHEHHs KojieTa NEPHOAMYECKH BBHIOMpasla IEHTPAIbHBIN MPOILECcCOp BMECTO Ipad)UuecKoro Io
HEU3BECTHBIM ITPUYMHAM. BO3MOXKHO, 3TO CBSI3aHO C IPOrpaMMHBIMU olnOkamu B StarPU.

CnenaeM BBIBOJBI 1O MOJMYYEHHBIM pE3yabTaTaM
JKCIEPUMEHTA!

o npuMeHenne CUDA no3Bonuno npumepHo B 12
pa3 mist nepoit u B 40 pa3 it BTOpoi miaathopmsl
COKPATHUTh BPEeMs BHITIOIHEHHUS IPOTPAMMEBI, IIPH 3TOM
npuMepHo B 13 pa3 s nepBoif u B 30 pa3 11t BTOpoi
IaTGOPMBI CHU3WIIOCH SHEPTONOTpebIeHNE;

e mpumeHerane OpenMP maét skoHOMHIO Bpeme-
HHU 1 3JICKTPOIHEPTHH HPOTIOPIHUOHATHHO KOJHYECTBY
Iep;

o npumeHenue StarPU HeomHo3HAuHO: ¢ OAHOMN
CTOPOHBI, €CIIM KOJ BBINOJHSIETCS Ha IEHTPAIbHOM
IPOLECCOPE, TO ITO HE JAET BBIMIPHIIIA, TAK KaK OJHO
MPOLIECCOPHOE SIPO OTHAaéTCs 1ox padoTy caMoro
StarPU, ecnm 3amada He pa30MBAeTCs HAa HECKOJBKO
HE3aBUCHMBIX MOJ33/1a4, TO BBITOJHEE HCIIOIB30BAThH
KOJ[ TOJIBKO JUTS TPpa)IecKoro mpoueccopa, Ho ¢ Apy-
TOIl CTOPOHBI, €CITU 3aj7ja4a pa3AemsaeTcs Ha HECKOIBKO
HE3aBUCHUMBIX moj3agad, To StarPU mokeT 1aTh BbI-
UI'PBILLI 3aCYET OJTHOBPEMEHHOTIO 3a€HCTBOBAaHUS BCEX
JIOCTYIHBIX IpoueccopoB. BeposTHo, n3-3a HexocTa-
TOYHOH OTIaKEHHOCTH aATOPUTMOB JUCIIETYEPU3ALUU
StarPU He Bcerna KOppeKTHO BBHIOMPAET THII MPOLEC-
copa muist BeimonHeHus kozxa. Dddexr or StarPU tpe-
OyeT JOMOJHUTEIBHOTO M3Yy4YEeHHUS Ha JIPYTUX 3a/adax
u mwiardopmax.

BriB0OBI

Jamum cienyroniie peKoMeHIanu:

e ccm wiaTGopMa He UMeeT rpaduIecKoro mpo-
Heccopa € MOAJCPKKOH YCKOPEHHs BBIYHCICHUIN
(nVidia CUDA / AMD Fusion / OpenCL), HO nmeer
MHOTOSIIEPHBIN (MJIM HECKOJIBKO) TIPOLIECCOp, TO MPH-
menenne OpenMP — mpoctoit criocod 100uThCS M0-

BBIIICHUSI POU3BOIUTEIFHOCTH U CHHKCHUS YHEPIO-
3aTpar MpONOPLUHOHAIBHO KOJINYECTBY HPOLECCOPOB /
sep;

e eciii matdopma nmeer rpaduuecKuii npouec-
cop, 3amada seisiercst SIMD-peanuszyeMoli, HO mpen-
CTaBisieT co0oi HabOp MOCIETOBATEIBHBIX yJACTKOB
napaiensHoro SIMD-koma, To mpumenenue rpadu-
YECKOTo Tmporeccopa aéT yBEIHYEHHE HPOU3BOAM-
TETBHOCTH M CHIDKEHHE DHEPro3arpaTr Ha MOPAIOoK (B
JUTEpaType ONHUCAHBI CIIy4au IMPHPOCTa MPOU3BOIU-
TEIBHOCTH Ha HECKOJBKO TOPSIKOB), OJJHAKO ITOTpE-
OyeT 3HAYUTEIBHON MOTU(HUKALINY KO/,

e CCJIM aJITOPUTM MOYKHO PA3JIOKHUTh HA HECKOJb-
KO y4acTKOB, HE 3aBHUCSIIUX APYT OT Jpyra, TO IMpH-
MeHnenue StarPU 1o3BOJSIET MONYYUTh MPUPOCT TPO-
HU3BOAUTEILHOCTH U CHMIKEHUE 3HEPro3arpar, Npu4éM
MOYKHO Pa3feIHTh MOCIe0BAaTEeIbHBIN KO (0TIaB ero
BBITMIOJTHEHUE LEHTPATBHOMY MpOIECCOpy) M mapain-
JIeNIbHBIN KOJ1 (TIepeHecs ero Ha rpauyeckuil mporec-
Cop), OJTHAKO TMPHUAETCS BKIIOYATh B KOJI OOpaIieHue K
StarPU u peann3oBbIBaTh KOJUIETHI sl Tpa(uuecKoro
mporeccopa.
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